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1. Executive Summary

This proposal defines The Collaborative Confidential Clean Room  proofs). Trust is decoupled from the Cloud Service Provider (CSP),
(CCCR) blueprint. While traditional software-based Data Clean the operator, collaborating parties and software stack, and is instead
Rooms (DCRs) provide logical separation, they remain vulnerable anchored in silicon hardware and cryptographic attestation.

to infrastructure-level compromises, such as memory scraping by

- . . ) The CCCR architecture consists of four technical pillars:
privileged administrators or compromised hypervisors. Hence,

cross-organizational data sharing is often stifled by prolonged 1. Protected Data Sources: Multiple independent entities
lawyer-driven contracting processes. These negotiations typically maintain datasets in isolated storage. They can be encrypted
resultin extreme data redaction to minimize liability, which frequently with keys managed by their own Key Management Systems
renders the remaining data unusable for high-fidelity analytics. The (KMS) with infrastructure itself having no persistent access
CCCR blueprint provides a technical alternative to this ‘legal-first’ to these keys. Alternatively, access to a data source can be
model. It explains Confidential Computing patterns to ensure data protected by an access control list.

remains encrypted even while “in-use” during active processing, thus . .
2. Confidential Clean Room Infrastructure: A mutually

acceptable TEE (Confidential VM or Container) is provi-

sioned to host the analytics engine (e.g., Apache Spark,
Use Cases Python-based ML framework or any other business logic).

Importantly, CCCR providers, their admins, SREs, DevOps

do not have interactive administrative access (e.g., SSH) to
the clean room itself.

3. Governance & Transparency: Additionally, to prevent
unauthorized code changes, the blueprint recommends an

enabling organizations to share high-utility, unredacted datasets.

Protected Data Remote Attestation & Confidential Clean Room Governance & immutable ledger or a transparency log to record workload
Sources Secure Key Release Infrastructure Transparency signatures.
Technical Pillars 4. Remote Attestation & Secure Key Release: The TEE generates
a cryptographic attestation report representing its hardware
The Collaborative Confidential Clean Room Architecture identity and byte-for-byte software configuration. Each
customer owned KMS (or KMS'es) provides access to secrets,
A foundational principle of this blueprint is that data is decrypted decryption keys or similar access permission only after
only if the cryptographic hash or code signature of the executing verifying this report against the agreed-upon policy that
workload strictly matches a pre-approved policy (which may include defines the expected configuration.

other requirements such as authentication of users or zero-knowledge
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The CCCR provides protection against the following threats:

* Hypervisor compromises, memory-scraping malware
and similar.

e Infrastructure administrators with root
privileges and other insiders (e.g., SRE, DevOps).

* Data collaborators (i.e., individual collaborating parties
do not trust each other)

2. Introduction & Background

In the contemporary digital economy, the capacity to securely
aggregate, share, and analyze information across organizational
boundaries stands as a foundational pillar for innovation. However,
this necessity has to be balanced with compliance with requirements
under global data privacy regulations like the General Data Protection
Regulation (GDPR) and the California Consumer Privacy Act (CCPA).

Simultaneously, the rise of cyber threats deepens institutional
hesitation to relinquish control over sensitive data, including
Personally Identifiable Information (PIl), Protected Health Infor-
mation (PHI), and proprietary ML/AI algorithms.

Historically, security focused on protecting data at rest and

in transit. Conventional computing, however, requires data to be
decrypted into plaintextin system memory for active processing—the
state of data in use. This creates a vulnerability where plaintext
data is potentially exposed to the host OS, hypervisor, infrastructure
administrators, or co-tenant VMs.

Reference implementations include the open-source ManaTEE
project: enabling a two-stage model separating interactive
programming (using synthetic data) from secure TEE execution
(using raw data) to balance usability with security. Additionally,
commercial examples from CSPs and independent software
vendors (ISV) are described.

To address the need for multi-party analytics while maintaining
privacy, Data Clean Rooms (DCRs) were introduced as virtual
sandboxes for two or more entities to execute operations and
derive insights without exposing raw data. However, traditional,
purely software-based DCRs still require significant trust in the
operator and the underlying compute infrastructure, as their access
controls are susceptible to bypass by privileged administrators or
memory-scraping malware.

This gap is bridged by Confidential Computing, which uses
hardware-based Trusted Execution Environments (TEEs) to ensure
data remains cryptographically isolated and encrypted even during
active processing. This approach anchors trust in silicon hardware
and cryptography, decoupling it from the cloud provider and the
software stack, thus enabling a more secure, verifiable collaboration.
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3. Data Clean Room Use Cases

The necessity to decouple data utility from data exposure has
driven the adoption of data clean rooms beyond their origins
in digital advertising. As organizations recognize the value of
secure data collaboration, clean rooms are being deployed to
solve complex challenges across the world’s most heavily regu-
lated industries.

3.1 DIGITAL ADVERTISING, MEDIA,
AND ADTECH OPTIMIZATION

The digital advertising industry faced “signal loss” due to the depre-
cation of third-party cookies and mobile tracking identifiers. This
hindered advertisers’ abilities to measure effectiveness and target
audiences. Data clean rooms help restore these capabilities.

For example, Audience Analysis allows entities, like airlines

and hotels, to intersect CRM databases to identify overlapping
customers without exposing proprietary lists. Profile Enrichment
enables brands to merge first-party purchase history with third-
party data to build lookalike models for targeting without taking
direct custody of sensitive data. Finally, Measurement and
Attribution connects ad views to sales logs, allowing marketers to
calculate Return on Advertising Spend (ROAS) and optimize spend
while protecting publisher data.

3.2 HEALTHCARE, LIFE SCIENCES, AND
PHARMACEUTICAL RESEARCH

Governed by strict regulations like HIPAA and GDPR, these sectors
use clean rooms to pool sensitive data for research and drug
discovery while protecting patient confidentiality. In collaborative
clinical trial recruitment, pharmaceutical companies can run propri-
etary matching algorithms against hospital electronic health records

(EHR) to identify eligible candidates. This process protects patient
PHI and prevents the reverse-engineering of trial algorithms.

3.3 FINANCIAL SERVICES, BANKING, AND INSURANCE

Clean rooms enable financial institutions to collaborate on
Anti-Money Laundering (AML) and Fraud Detection. By pooling
transaction logs, banks can train models to detect multi-bank
fraud patterns without violating secrecy laws or exposing
customer histories. In insurance, clean rooms enrich claims
data with external indicators to refine Portfolio Risk and Rate
Calculations, leading to more accurate underwriting while
adhering to data minimization.

3.4 RETAIL AND CONSUMER PACKAGED GOODS (CPG)

Retail Media Networks (RMNs) require collaboration between
retailers, who hold point-of-sale (POS) data, and CPG brands, who
hold digital marketing data. Clean rooms bridge this gap by matching
ad exposure to POS signals, providing closed-loop measurement.
This allows brands to prove the impact of online spend on offline
sales, optimize targeting, and improve inventory management.
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4. The Architectural Shift to Confidential Computing

While traditional software-based data clean rooms successfully
engineer the logical separation of multi-party data, they rely on
the security and integrity of the underlying infrastructure stack
and operator trust.

During active processing, the raw, unencrypted data, the proprietary
executable application code, and invaluable intellectual property
(such model weights) are exposed within the system’s memory
architecture. Acompromised operating system kernel, a maliciously
modified hypervisor, a rogue system administrator with root privi-
leges, or a memory scraping malware can bypass software-level
access controls and extract the plaintext data directly from memory.

Confidential Computing DCR

Data-in-use
Encryption

Data-at-rest
Encryption

Data-in-transit
Encryption

Technical
Enforceable Trust

Hardware
Isolation

The Collaborative Confidential Clean Room Architecture

Hence, we believe that collaboration of multiple parties
must occur in an environment where data is decrypted only
if the cryptographic hash or code signature of the executing
workload matches a pre-agreed-upon governance policy.
Moreover, the underlying infrastructure and environment’s
operator must be removed from the trust boundary through

the use of Confidential Computing hardware.

This blueprint shifts the paradigm of trust in corporate data
collaboration. Instead of relying on tedious, legally binding but
technically unenforceable data-sharing contracts, or placing
blind faith in a software vendor’s proprietary access control lists,
ultimate trust is transferred to mutually reviewed code, which is
cryptographically measured, and whose integrity and runtime
confidentiality is enforced by silicon hardware design.

The architecture begins with the Data Sources (Publishers). Multiple
independent entities — for example, a global pharmaceutical
manufacturer and a regional hospital network — maintain their
sensitive datasets within their respective cloud or on-prem storage
environments. Crucially, the data is encrypted while at-rest (or
protected by a strict access control list). The encryption keys utilized
for this protection are generated, stored, and managed by the
respective data owners utilizing their own Key Management Systems
(KMS). The clean room infrastructure itself possesses no access to
these keys until the successful attestation and secure key release
step (see below).

The central computational hub is the Collaborative Clean Room
Infrastructure. A mutually agreeable compute environment is
provisioned, typically hosted by a specialized clean room operator,
a cloud service provider, or one of the collaboration partners.

This environment mandates the utilization of Confidential VMs.
Importantly, CCCR providers, their admins, SREs, DevOps should
not possess an ability to see data being processed within the
clean room (including SSH access). Operating within this TEE are
analytics applications (often containerized), which may range from
a distributed Apache Spark execution engine for massive dataset
queries to a specialized Python script designed for neural network
inferencing or any other business logic.
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To control this environment, a Governance System
to review, approve and manage code (i.e., business
logic) is recommended. An immutable ledger like
Confidential Consortium Framework or a transpar-

ency log like Rekor are some of the options. This

helps ensure that once the workload’s signature is
recorded, no one can “un-sign” it or replace it with a
malicious version without leaving a permanent trail.

Finally, the architecture relies on the Attestation
and Secure Key Release Mechanism. Upon initial-
ization, the executing TEE generates a cryptographic
attestation report. The KMS(es) of each respective
data owner independently receives and checks this
report against their policies. Only if the clean room
environment'’s executing code identically matches
the approved policy and the environment is properly
configured will the KMS authorize the release of the

data decryption keys (or provide another way of
accessing collaborator’s dataset(s)).

Note that it is important to distinguish what is being
attested: business logic (e.g., script, code, model used
in collaboration) or data clean room platform code
itself or both. Attesting just to the business logic still
places substantial trust on the clean room provider.
Another option is to attest to both the logic and the
proprietary CCCR runtime (using provider’s signature).
This way you trust the provider’s signed code, but
cannot audit it; achieving partial trust. Finally, the
CCCR provider may make its code available for audit
by an independent auditor or by data collaborators
or completely open source it. In that scenario the
whole stack is transparent and attestable.
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5. Open-Source Reference Implementations within the CCC Ecosystem

5.1 MANATEE: ENGINEERING A TWO-STAGE
CONFIDENTIAL CLEAN ROOM

One of the open-source frameworks for private data analytics
currently available within the Confidential Computing Consortium
is the ManaTEE project. Originally engineered by TikTok and donated
to the Linux Foundation in 2024, ManaTEE provides a compre-
hensive blueprint for secure enterprise data collaboration that
resolves the tension between privacy, usability, and statistical
computational accuracy.

Historically, pure TEE environments can be difficult for data scientists
to interact with iteratively. They are designed as cryptographic
“black boxes,” where developers cannot easily debug code, inspect
intermediate variables, or query small data samples during the
development process without breaking the security model. Conver-
sely, utilizing software PETs like Differential Privacy (DP) often
degrades the accuracy of the final output to an unacceptable
degree. ManaTEE solves this friction through a Two-Stage Data
Clean Room Model:

The workflow starts with the Programming Stage (Interactive
Exploration). In this phase, data consumers —such as ML
engineers or marketing analysts —are provided with a familiar
coding interface that is integrated with industry-standard tools

like Jupyter Notebooks. They can write, execute, and iterate upon
SQL queries, Python data frames, or R scripts to explore the data
structure. However, to guarantee privacy during this exploratory
phase, the raw sensitive data is completely inaccessible. Instead, in
the ManaTEE environment this data may consist of pseudonymized
samples or synthetic datasets that closely mirror the mathematical
and statistical distribution of the real data without containing any
actual consumer records. This approach allows data scientists to

rapidly build, and test their analytical models and ML algorithms
with maximum usability, while eliminating the risk of accidental or
malicious exposure of actual PII.

Following successful development, the workflow transitions to
the Secure Execution Stage (TEE Processing). Once the analyst
is satisfied and finalizes their code, the script is immutably locked,
and its cryptographic hash is generated. The workload is then
automatically transitioned into a TEE backend infrastructure.
Within this environment the verified code executes against the
actual raw plaintext datasets. This ensures that sensitive raw data
is only being processed by the pre-audited script finalized in Stage
1, and that no human operator or system administrator can peek
into the active memory during execution.

5.2 ANOTHER EXAMPLE: CONFIDENTIAL
CONSORTIUM FRAMEWORK

Confidential Consortium Framework (CCF), is not a clean room
by itself, but is a Microsoft-developed open-source framework for
building highly available, stateful services that combine centralized
compute with decentralized trust. It is designed for multi-party
applications where participants do not fully trust each other or
the cloud operator. CCF uses an auditable, immutable ledger that
provides a verifiable record of all transactions and governance
activities, ensuring strong service integrity and compliance with
regulations. The framework supports a programmable consortium-
style governance model based on proposals and voting, allowing
for governance of data clean rooms.

CONFIDENTIAL COMPUTING

CONSORTIUM BLUEPRINT C—THE COLLABORATIVE CONFIDENTIAL CLEAN ROOM


https://confidentialcomputing.io/
https://github.com/manatee-project/manatee
https://github.com/microsoft/ccf

CONFIDENTIAL COMPUTING
CONSORTIUM

6. Commercial Implementations and the Maturing Clean Room Ecosystem

6.1 HYPERSCALER IMPLEMENTATIONS:
GOOGLE CLOUD AND MICROSOFT AZURE

The major global cloud providers have deployed Confidential
Computing hardware across their data centers, establishing the

foundational infrastructure required for modern data clean rooms.

Google Cloud Confidential Space provides a streamlined, deeply
integrated isolated environment for multi-party operations,
utilizing an OIDC-based attestation flow. It leverages a hardened
Container-Optimized OS (COS) running on Confidential VMs,
allowing for unmodified containerized workloads to be launched
with the TEE. It also integrates with the broader cloud ecosystem,
including Cloud KMS. This architecture allows security teams to
easily define policies for secure key release or access to another
cloud or on-prem resource.

Microsoft Azure Confidential Clean Rooms represents an inte-
grated commercial offering. Currently in preview, Azure provides
an environment built upon confidential containers executing
within Azure Container Instances (ACI). Azure integrates the open-
source Confidential Consortium Framework (CCF), providing
enterprises with out-of-the-box capabilities to establish tamper-
resistant governance contracts and generate cryptographically
protected audit trails.

6.2 CONFIDENTIAL CLEAN ROOM ISVS

Sitting atop the Confidential Computing infrastructure provided

by the cloud providers or on-premises hardware are specialized
Independent Software Vendors (ISVs). These companies offer turn-
key, cloud-agnostic Confidential Clean Room platforms.

Acompany provides a clean room called Auto-Privacy DataCleanRoom
for Al-driven data collaboration and analytics, with multi-cloud
and on-premises support. It also supports nested attestation on
Intel SGX, developed through joint research with Intel Labs.

Anjuna Security provides a Confidential Computing powered clean
room called Northstar. It enables a private environment for Al-driven
data collaboration and value discovery. Organizations can run
sensitive attested applications, containers, models, and collaborative
analytics in hardware-isolated trusted execution environments.

Decentriq, operating as a neutral third-party clean room provider,
utilizes Confidential Computing to offer privacy-preserving data
collaboration primarily targeted at the advertising and media
sectors. Their platform allows publishers and consumer brands to
match encrypted audiences, refine media planning, and execute
campaign attribution measurement without relying on plain-text
identifiers traversing the network.

Fortanix provides a secure infrastructure for data clean rooms
through its Confidential Computing Manager —a platform
designed to handle the entire lifecycle of a TEE. It includes initial
deployment, attestation, and continuous identity verification.
Fortanix supports multi-cloud and on-premises deployments,
ensuring consistent security coverage.

Opaque Systems, founded by the creators of the open-source
MC2 project at UC Berkeley, provides a multi-party confidential Al
and analytics platform. Opaque supports Confidential Computing,
provides cryptographically verifiable proof of compliance and data
handling practices across every action, enables enhanced identity
resolution and has flexible deployment options.
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7. Conclusion

Confidential Computing powered Data Clean Rooms represent a necessary evolution in

the landscape of global digital collaboration. As multinational enterprises continue to share
and monetize data for economic gain while ensuring the protection of personal data and
regulatory compliance, traditional, software-based data clean rooms are proving insufficient
for high-stakes, multi-party workloads.

By architecting a solution around the core principles of the Confidential Computing Consortium,
organizations can leverage hardware-enforced Trusted Execution Environments to ensure

that data remains encrypted during active processing. Integration of cryptographic remote
attestation guarantees that no data is decrypted until the executing software’s code hash (or
signature) is proven to match a governance policy.

This hardware-backed approach can help unlock new opportunities of “collaborative intelligence”
across the global economy without prolonged contractual negotiations. It enables competing
financial institutions to jointly train fraud detection models without violating banking secrecy;
it empowers pharmaceutical giants to run proprietary algorithms against global hospital networks
to accelerate drug discovery while protecting patient PHI; and it allows global advertisers to
measure campaign incrementality without compromising consumer privacy or violating GDPR.
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